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Abstract 
The goal of this paper is fast display of large-scale forest with high fidelity by using fair storage. We propose 
a new representation for forest, Hierarchical Layered Assembled Billboard Packs (HLABPs). In the HLABPs, 
forest is represented by a scene graph, where each node representing a cluster of trees comprises a group of 
Layered Assembled Billboard Packs (LAB-Packs) arranged either in detail levels or in aspects. That is, a 
LAB-Pack represents an aspect of a cluster of trees in a detail level. It consists of a stack of parallel 
“billboards”, and each “billboard” is assembled by a layer of textured quadrilaterals with the same 
orientation but with the different size and depth. To construct HLABPs efficiently, we introduce a 
multiresolution structure of layered depth images, upon which the relevant assembled “billboards” in 
different detail levels can be generated avoiding sampling the original model time after time. Meanwhile, all 
textures are compressed by an occlusion-inclusive compression approach. Our rendering procedure traverses 
the HLABPs and sends the LAB-Packs whose view-dependent disparities are just less than a user-specific 
tolerance to the rendering pipeline. Moreover, we devise an elaborate blending scheme to mitigate the visual 
“popping” caused by detail level transition.  

Shown by the experiments, the rendering complexity of our approach is close to O(log(N)) (N is the number of 
trees), the complexity of storage is O(N) and the image quality is comparable to that of ray-tracing. The 
performance of the current implementation is able to meet the demands of interactive applications.  

Categories and Subject Descriptors: I.3.7 [Computer Graphics]: Three-Dimensional Graphics and Realism. 

 
 

1. Introduction 

Nowadays, the rendering of natural landscape is playing 
a key role in many applications such as simulators and 3D 
games. In natural landscape, forest is one of the most 
important compositions. Nevertheless, because of the total 
amount of details, the complex lighting and the complex 
visibility situation, it is extremely difficult to render 
large-scale forest with fidelity interactively.  

Confronted with this hard challenge, we deem that some 
intrinsic properties of forest must be well exploited, and 
more techniques successfully used in other fields should be 
integrated elaborately and conformably. As stated in 
[MNP01], the complex appearance of tree usually has 
significant redundancy of elements, and the tree’s structure 
is naturally hierarchical. Starting from this notion and 
inspired by the methods of Level of Detail (LOD), Image 
Based Rendering, Point Based Rendering and X-Billboard, 
we present a new representation for large-scale forest, 
Hierarchical Layered Assembled Billboard Packs 

(HLABPs) together with a construction algorithm and an 
rendering algorithm.  

Our goal is fast display large-scale forest with high 
fidelity by using fair storage. To achieve the goal, we first 
build a forest hierarchy where each node contains either a 
single tree or a cluster of trees (section 4.1). By sampling 
tree(s) in each node (section 4.2), we build a 
multiresolution image-based intermediate representation 
(section 4.3). Next, we reconstruct the geometries as well 
as the relevant textures in levels of detail from the 
intermediate representation (section 4.5) while 
compressing and packing the textures by a new 
occlusion-inclusive adaptive texture compression method 
(section 4.4).  In rendering stage, some appropriate nodes 
in the forest hierarchy are chosen by a view-dependent 
disparity metric to build a rendering queue (section 5.1). 
Then, we draw the geometries in the proper detail level of 
each node in the queue according to the spatial relation 
between the viewpoint and the node (section 5.2). 
Additionally, we use a sophisticated blending scheme to 



 

 

make smooth visual transition when switching detail levels 
(section 5.3).   

The major contribution of this paper is that we have 
presented a practical approach that is capable of rendering 
large-scale forest speedily and realistically by using 
reasonable storage. The other new results presented in this 
paper are: 

• A new representation in which the finely granular 
primitives are assembled to multi-layered billboards 
organized in hierarchical levels of detail. 

• An efficient method of constructing our representation 
by using both ray-tracing and image-base rendering to 
achieve a good trade-off between performance and quality. 

• An occlusion-inclusive adaptive texture compression 
method for layered depth images. 

• An elaborate blending scheme to mitigate the visual 
artifacts caused by various detail level transitions. 

2. Related Work 

There are substantial approaches to fast display of 
vegetation in literature. Some are designed particularly for 
fast vegetation rendering, while the others are general fast 
rendering algorithms but they have great potential for this 
purpose. Most of them take a strategy to simplify original 
models and organize them into an optimal representation. 
According to the type of the representation, we classify 
these approaches into five categories. 

1. LOD of polygonal model: These approaches compute 
several detail levels of original polygonal model of 
vegetation, and use view-dependent LOD techniques to 
make transition between detail levels. The authors of paper 
[RMB*02a] present an automatic appearance-preserved 
foliage simplification algorithm. During rendering, the 
right level is chosen according to the distance away from 
viewpoint. They report that it can achieve satisfying effects 
when walking through a scene consisting of about 200 
trees in paper [RMB*02b].  

2. Billboard and the variations: For many applications, a 
textured billboard is used to represent a tree. The 
disadvantage is, however, it is too simple to show the 
details of a tree. An improvement is to use several 
billboards forming X shape instead of a single one. In 
paper [Jak00], Aleks Jakulin decomposed a tree model into 
two parts: chunk/limbs and twigs/leaves. The chunk/limb 
part is represented by polygonal mesh, and the twig/leaf 
part is simplified into a number of slicings consisting of a 
set of parallel translucent slices. Each slicing represents an 
aspect view of tree. During rendering, two slicings are 
chosen by an error metric and drawn in blending mode.  

3. Volumetric texture: A tree model is firstly voxelized 
and then visualized by 3D texture mapping techniques 
[Ney96]. However, it usually costs much more memory 
than other methods. Particularly, it will spend much more 
time in texture transfer if the capacity of texture memory in 
graphic hardware is less than the total requirement of all 

trees.  

4. Image Based Rendering (IBR): IBR approach 
converts object space complexity into image space 
complexity by trading time with storage. It is suitable for 
vegetation rendering because its object space complexity 
usually is extremely high [SGH*98, MP96, PLA98, MK96, 
MNP01].  Some IBR approaches like image-cache 
[SLS*96], imposter [SDB97, Sch98], are combined with 
geometry rendering.  

5. Point Based Rendering (PBR): Levoy and Whitted 
[MT85] first use multiresolution point-based model to 
represent highly detailed surface model. Paper [SD01] 
presents a new rapid sampling method for procedural and 
complex geometries. It demonstrates it can fast render a 
natural scene consisting of 1000 chestnut trees. Michael 
Wand et. al. presents a randomized Z-buffer algorithm to 
handle complex scene [WFP*01]. In the experiment, it can 
render a scene of up to 1014 triangles including trees at 
interactive frame rates.  

Our approach absorbs the merits of the previous methods. 
Our rendering primitives are micro billboards in nature, 
and are further assembled into macro billboards, each of 
which is equivalent to a slicing proposed in paper [Jak90]. 
These macro billboards are organized in hierarchical levels 
of detail similar to that proposed in paper [EM00, BSG*02]. 
During the construction of the HLABPs, we introduce a 
multiresolution image-based intermediate representation, 
which engages the concept of Layered Depth Images 
[SGH*98], to simplify the geometry and the texture of 
original model. Like the methods concerning impostor or 
Textured Depth Mesh (TDM), we reconstruct a simplified 
representation from many sampled depth images. 
Difference from imposter and TDM, our reconstructed 
results consist of a set of discrete primitives and has no 
topological information. It is very suitable for representing 
a tree since the most complex part of a tree, the leaves, do 
look discrete in most cases. From this point of view, it is 
similar to the representation used in Point Based Rendering, 
but our primitive is of slightly larger granularity than the 
pointwise primitive of PBR is. As the multi-layered 
imposter [DSS*99] is better than the single layered 
imposter, we organize the primitives into multiple layers to 
exhibit more depth details of forest.  

3. Our Representation 

Before introducing our representation, we first define a 
few terms.   

Depth Mosaic: It is a 3D textured planar quadrilateral 
approximating a set of textured points. These points 
correspond to the pixels inside a rectangle region of a depth 
image. The maximum distance between the points and the 
quadrilateral is denoted by Diffdepth. The texture of depth 
mosaic has four components as RGBA. 

Assembled Billboard (A-Billboard): It consists of a set of 
depth mosaics with the same orientation. We refer to this 
orientation as the orientation of the A-Billboard. The depth 



 

 

range of an A-Billboard is defined as the depth range of all 
depth mosaics. 

Layered Assembled Billboard Pack (LAB-Pack): It is an 
array of A-Billboards with the same orientation. The depth 
ranges of the adjacent A-Billboards in the array are 
adjacent in object space. Each A-Billboard in a LAB-Pack 
is called Layered Assembled Billboard (LAB) particularly.   

LODs

aspects

... ...

LODs

aspects

... ...

LODs

aspects

... ...

 
Figure 1: The HLODs of forest 

We borrow the notion Hierarchical Levels of Detail 
(HLODs), presented in paper [EM00, BSG*02], to manage 
our scene graph of forest. Figure 1 illustrates the HLODs 
of our forest representation HLABPs. Each leaf node at the 
bottom represents a tree, and each intermediate node 
represents a cluster of trees.  

Each node comprises a number of aspects. An aspect has 
two components: geometry and texture. The geometry 
component consists LODs of LAB-Pack, an array of 
LAB-Packs at varying levels of detail. Thus, the geometry 
component is a 2D array of LAB-Pack, as the table shown 
in Figure 2. One dimension is for aspect; the other is for 
LOD. Each aspect has an aspect direction represented by a 
ray (aspect ray) that shoots from the node center. The 
orientations of all LAB-Packs in an aspect are aligned with 
its aspect direction.  

level0 level1 level2

...

aspect0

aspect1

pv0,1 pv1,1 pv2,1

aspect ray /aspect direction
 

Figure 2: The node representation 

An LAB-Pack is somewhat similar to the slicing 
presented in paper [Jak00], but the LAB-Pack comprises a 
stack of LABs rather than parallel slices. For an LAB-Pack 
at the i-th detail level in the j-th aspect, we define a 
viewpoint pvi,j (so-called predetermined viewpoint) that is 
on the j-th aspect ray and di away from the node center. 
When viewed at pvi,j, the LAB-Pack can exhibit the node 
well. The predetermined viewpoints are shown as yellow 
dot in Figure 2.  

All textures used by the geometry component are 
compressed and packed into a package of several large 
images. The package is called texture package. Therefore, 
the texture component is stored in the form of texture 
package.  

From the definition of LAB-Pack, we know the most 
primitive entities constituting the geometry component are 
depth mosaics. To make texture mapping available, each 
depth mosaic keeps a reference to its texture that is stored 
in texture package.    

To reduce the overall storage of our representation, we 
do keep no texture packages in intermediate nodes. In fact, 
all textures required by the geometries in intermediate 
nodes can be referenced in the texture packages of the 
relevant leaf nodes. 

Build LODs of LAB-Pack

Build Forest
Hierarchy

Process Tree
Cluster

Leaf Node

Build LODs of LDI-Pack

Intermediate
Node

For each aspect direction

Build Texture Package

Sample Tree

 
Figure 3: Constructing the Hierarchical Layered 
Assembled Billboard Packs (HLABPs)  

4. Constructing the Representation 

Figure 3 illustrates the construction procedure of the 
HLABPs. After building the hierarchy of original forest 
model, we process each node in a bottom-up manner. For a 
leaf node, we specify a bundle of aspect directions, and 
sample the tree inside the node in each aspect direction to 
generate a pack of layered depth images, called Layered 
Depth Image Pack (LDI-Pack). Next, we create LODs of 
LDI-Pack, a multiresolution intermediate representation of 
an aspect. Afterwards, we build the LODs of LAB-Pack 
and the texture package from the intermediate 
representation. When all leaf nodes are processed, we then 
deal with the intermediate nodes by a similar but more 
efficient method. We will detail the construction procedure 
in the following. 



 

 

4.1. Building Forest Hierarchy 

We assume all trees planted on a height field. Then, we 
build forest hierarchy by quadtree spatial partition of the 
height field recursively until each node has one tree at most. 
The next step is to merge some intermediate nodes in a 
bottom-up manner to balance the quadtree.  

4.2. Sampling Tree 

For each leaf node, we first select some viewpoints 
scattered uniformly on a sampling sphere centered at the 
node center with the radius equal to rbound /sin(0.5*fov). 
rbound is the radius of the bounding sphere of the node, and 
fov is the field-of-view of the camera used in sampling. 
These viewpoints are so-called sampling viewpoints.  

Then, we take the directions from the node center to the 
sampling viewpoints as the aspect directions. Then, given 
an aspect direction, the node bounding-sphere is sliced into 
multiple layers with a set of parallel cutting planes that are 
perpendicular to the aspect direction, as shown in Figure 4. 
Next, we generate a depth image to approximate each layer 
by rendering the triangles in the layer via ray-tracing. If a 
ray intersects nothing, the alpha value of the corresponding 
pixel is zero. Otherwise, it is one. The depth image is 
referenced as Layered Depth Image (LDI). Thus, for each 
sampling viewpoint, we have a pack of LDIs with the same 
resolution. It is called LDI-Pack. For an LDI-Pack, we 
refer to the number of the collected LDIs as the layer 
number, and refer to the resolution of the LDIs as the 
LDI-Pack’s resolution.  

depth of layer

sampling
direction

Layered Depth Image

layer

cutting
plane

sampling
viewpoint

aspect direction

 
Figure 4: Sampling tree 

4.3. Building LODs of LDI-Pack 

For each aspect, the LDI-Pack obtained by the above 
method is assumed in the finest level, denoted by 
LDI-Pack0. Its layer number is M0, and the resolution is 
2N×2N. Moreover, we take the sampling viewpoint as the 
first predetermined viewpoint pv0 in the aspect ray, and 
assume the distance between pv0 and the node center is d0. 

The layer number of LDI-Packi at i-th detail level is Mi 

(=M0/2i), and its resolution is 2N-i×2N-i. The i-th 
predetermined viewpoint pvi is di (=2i·d0) away from the 
node center on the aspect ray. 

To build LDI-Packi, we divide the depth range of all 
pixels in LDI-Pack0 into Mi intervals. Each interval 
actually defines a layer in object space. When a pixel’s 
depth falls within an interval, the pixel is sorted into the 
corresponding layer. Having sorted all pixels, the pixels in 
each layer are rendered with respect to the viewpoint pvi by 
image warping techniques to generate a new LDI whose 
resolution is 2N-i×2N-i. Both depth testing and anti-aliasing 
are enabled in rendering. The method of computing alpha 
value of pixel is similar to that of computing occlusion map 
proposed in paper [ZMT*97]. The Mi newly generated 
LDIs then form LDI-Packi. By this means, we create the 
LODs of LDI-Pack for each aspect direction. An example 
is shown in Figure 5. 

LDI-Pack0

LDI-Pack1

LDI-Pack2

LDI-Pack3

256×256

128×128

64×64

32×32

depth range

depth range

depth range

depth range

LDI

LDI

LDI

LDI  
Figure 5: Building the LODs of LDI-Packs 

4.4. Building Texture Package 

All LDIs in the LODs of LDI-Pack are subdivided into 
smaller square blocks so-called base blocks with the same 
dimension. The color information of a base block is called 
block texture, denoted by BT. The block textures have 
significant redundancy due to the self-similarity of tree. To 
reduce the storage, we compress the block textures by a 
new method. It is an improvement of the method used by 
Adaptive Texture Map in paper [KE02]. Here we take 
consideration of occlusions among base blocks in multiple 
layers. 

We build a pyramid for each block texture. The block 
texture in the finest level is denoted by BT0, and the 
coarsest one is denoted by BTn. A pixel in BTl corresponds 
to four adjacent pixels in STl-1. An operator EXPAND(BTl) 
is defined as resizing BTl to the size of BTl-1. The difference 
between BTl1 and BTl2 (l1>l2) is evaluated by the following 
formula. 
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where BTl2(i,j) is the color of pixel(i,j) in BTl2, 
EXPANDl1-l2(BTl1)(i,j) is the color of pixel(i,j) in the block 
texture obtained by expanding BTl1

 （l1-l2） times, NP is 
the number of pixels in BTl2. 

Then, we compute Diff(l, 0) by varying l from 1 to n 



 

 

until we find l0 that satisfies Diff(l0, 0)≤δ<Diff(l0+1, 0), 
where δ is a threshold that we will discuss later. Then, we 
deem BT10 can approximate BT0 well and replace BT0 with 
BT10. 

Since the base blocks belonging to an LDI-Pack are 
distributed in multiple layers, the occlusions among them 
are significant when viewed from the relevant 
predetermined viewpoint. Inspired by the notion of Hardest 
Visible Set proposed in paper [ASI00], we estimate the 
ratio of occluded part of each block. Moreover, we deem 
that a base block should have less texture details if its 
occluded part ratio is larger. To realize it, we use the 
formula 

coccludeds δγδ )1( ⋅+= ,   (2) 

to determine the threshold δ mentioned above, where δc is a 
user-specified constant for color difference, s is scale factor 
to adjust the influence of occlusion, and γoccluded is the ratio 
of occluded part of a block. γoccluded can be calculated by 
the rendering procedure during the construction of LODs 
of LDI-Pack. 

Having processed all base blocks, the total color 
information of the LODs of LDI-Packs is compressed 
tremendously. The average compression ratio is about 23% 
when δc=10 and s=3. The compression causes the block 
textures with various dimensions. If each block texture 
were stored in a single image file, there would be too many 
small images. As a result, the performance of texture 
mapping would drop greatly in rendering stage. Thus, we 
pack these block textures into a fewer large images, which 
form the texture package aforementioned. 

DM-Tree LAB

LAB-Pack

LDI

LDI-Pack

LODs of
LAB-Pack

LODs of
LDI-Pack
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has

generates generates

has

generates

generates

 
Figure 6: The relations among the objects for generating 
LODs of LAB-Pack. 

4.5. Building LODs of LAB-Pack 

Since LODs of LAB-Pack and LODs of LDI-Pack have 
the similar organization, we can build the LODs of 
LAB-Pack by generating its compositional objects from 
their counterparts, as shown in Figure 6. That is, the j-th 
LDI in the i-th LDI-Pack can generate the j-th LAB in the 
i-th LAB-Pack. Therefore, it is evident that the procedure 
LDItoLAB that “converts” LDI to LAB is the most 
fundamental. We take two steps to realize this procedure. 

Given an LDI in the i-th LDI-Pack, we build a Depth 
Mosaic Tree (DM-Tree) in the first step. We first subdivide 

the LDI recursively to construct a tree structure. The root 
node corresponds to the whole LDI, and the nodes in the 
second level correspond to the base blocks mentioned in 
section 4.4, the nodes in the lower levels correspond to the 
sub depth images that are generated by recursively 
subdividing the relevant base blocks. The recursion 
terminates at the sub depth image whose dimension is 
small enough. Moreover, the sub depth images that are all 
but completely transparent are culled away from the tree 
structure. Afterwards, we fit the sub depth image of each 
node by a depth mosaic. The fitting criteria include: (1) 
The orientation of the depth mosaic is aligned with the 
negative aspect direction. (2) By using the same rendering 
setup as that used in rendering the LDI, the projected 
region of the quadrilateral of the depth mosaic is 
completely equal to the region of the sub depth image. (3) 
The maximum distance between the pixels in the sub depth 
image and the quadrilateral reaches the minimum. The 
color information of the sub depth image is used as the 
texture of the depth mosaic. To get the more correct texture 
of the depth mosaic, we should un-warp the sub depth 
image to the quadrilateral. However, if we did it in 
preprocess, it would lead to our texture compression failed 
because the block textures made no sense any more. 
Instead, we can use the perspective-correct texture 
mapping [SKW*92] in rendering stage by programmable 
pixel shader. Although we have not achieved it in the 
current implementation, the texture distortion is extremely 
small because the projected area of the depth mosaic 
selected for rendering is usually small. Having fitted each 
node by a depth mosaic, we obtain a tree containing 
hierarchical depth mosaics. It is just the DM-Tree.     

pvi

viewpoint

Depth difference

Disparity

 
Figure 7: The Disparity due to the depth difference 

In the second step, we select some appropriate depth 
mosaics from the DM-Tree in top-down fashion by 
comparing their disparity against a tolerance η with respect 
to the relevant predetermined viewpoint pvi. The disparity 
acts as a metric to measure the maximum difference 
between a depth mosaic and its fitted depth pixels in 
projection plane with respect to any viewpoint close to pvi, 
shown in Figure 7. The disparity is estimated by the 
following inequality. 
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where w and h are the width and the height of view port 
respectively, di is the distance between pvi and the node 
center. The tolerance η is determined by  

doccludeds ηγη )1( ⋅+= , (4) 

where ηd is a user-specified constant, s and γoccluded is as 
same as that in (2). By (2) and (4), we realize the same idea 
in [ASI00] as the object that has larger occluded parts will 
be represented by less detailed geometry and less detailed 
texture.  

By invoking the fundamental procedure LDItoLAB for 
each LDI in each LDI-Pack in the LODs, we obtain the 
LODs of LAB-Pack of the relevant aspect direction. 
Having performed it for every aspect direction, we 
complete the construction of a leaf node.  

4.6. Processing Intermediate Nodes 

If the method of processing leaf node were used in 
processing intermediate nodes, either time or storage would 
be unacceptable. Instead, we reuse the data available in leaf 
nodes to increase both the time efficiency and the space 
efficiency.   

Firstly, we specify a number of aspect directions and 
sampling viewpoints as same as we did in processing leaf 
node. Here, we assure that the sampling sphere of an 
intermediate node can enclose all predetermined 
viewpoints of its descendant nodes. Given a sampling point 
p and its relevant aspect direction v, for each tree in the 
cluster, we select a predetermined viewpoint pvi that is 
defined in the leaf node of the tree in the same aspect 
direction v. The selection criterion is that pvi is the closest 
one to p. Then, we use the method depicted in section 4.5 
to generate an LAB-Pack from the i-th LDI-Pack, as 
selecting the depth mosaics from the DM-Trees with 
respect to p. In the current implementation, we only use 
one level of LAB-Pack for each intermediate node to spare 
store. It is also reasonable because the coarser LAB-Packs 
can be found in the upper nodes in the hierarchy. 

By using the above method, all textures in intermediate 
nodes merely come from the texture packages inside the 
relevant leaf nodes. As a result, it spares a lot of storage. 

5. Rendering 

In this section, we present a rendering algorithm to 
visualize the representation. It includes two processes: 
TraverseScene and RenderNode. TraverseSecen is to 
traverse the forest hierarchy in a top-down manner to build 
a rendering queue by recursively performing view-frustum 
culling and disparity-based node selection. RenderNode is 
to select appropriate LAB-Packs from the nodes in the 
rendering queue and send them to OpenGL rendering 
pipeline.  

5.1. Selecting Nodes Based on Disparities 

Firstly, we define the depth difference of node as  

( ) ( ){ }nodemosaicmosaicDiffnodeDiff depthdepth ∈∀= |max . 

To guarantee the depth difference of a node is larger than 
that of its descendant nodes, we define the saturated depth 
difference as  
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where node′  stands for a child node. The disparity of a 
node is estimated by 
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The parameters in (5) except SDiffdepth are same as those 
in (3).  

TraverseScene performs view-frustum culling and node 
selection recursively. The recursion terminates at the nodes 
that are outside view-frustum, or whose disparities meet 
the user-specified tolerance. The nodes that are inside 
view-frustum and whose disparities meet the tolerance are 
chosen to build a rendering queue, shown in Figure 8. 
Since the textures of depth mosaics can be translucent, we 
render them from the rear to the front with respect to the 
current viewpoint. Similar to many view-dependent LOD 
algorithms, it will be feasible to use the rendering queue of 
the last frame as a starting point to search the appropriate 
nodes for the current frame.  

T0

T2 T3 T4T1

T5 T6 T7 T8 T9 T11T10 T12

 
Figure 8: Choosing nodes to build a rendering queue. The 
yellow nodes constitute the rendering queue. 

5.2. Rendering a Node 

Because the data structures of leaf node and intermediate 
node are same, the method of rendering leaf node can be 
use to render intermediate node. We will focus on the 
rendering of leaf node.  

In a node, there will be N×M predetermined viewpoints 
located at the intersection points of N concentric spheres 
and M aspect rays if we choose M aspect directions and 
build N levels of detail of LAB-Pack per aspect direction. 
These predetermined viewpoints are shown as the small 
dots in Figure 9. Each predetermined viewpoint 
corresponds to an LAB-Pack. Moreover, these concentric 
spheres and aspect rays form a spatial partition. Figure 9 



 

 

shows the spatial partition in 2D case. Each region 
bounded by the aspect rays and the concentric circles is 
called viewcell. The outer viewcells, i.e., the region filled 
in grey color in Figure 9 (It only shows a part of the outer 
viewcell), are infinite.  

When a viewer moves into a viewcell, RenderNode will 
activate the predetermined viewpoints that are the front 
corners of the viewcell with respect to the node center. In 
Figure 9, the two dots filled in red are the active 
predetermined viewpoints when the viewer is inside 
viewcell1. Then, all depth mosaics in the LAB-Packs 
corresponding to the active predetermined viewpoints are 
rendered from the rear to the front in blending mode. We 
calculate f(cos(α)) as the blending coefficient of a depth 
mosaic. The parameter α is the angle between the normal 
direction of depth mosaic and the negative direction of the 
viewing direction. The function f(·) is called modulate 
function. In practice, we adopt a Bezier spline as the 
modulate function. This blending scheme can assure the 
smooth visual transition when viewer moves from one 
viewcell to its adjacent viewcell within the same distance 
range, i.e., from viewcell1 to viewcell2 as shown in Figure 
9.    
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viewcell
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viewing direction
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Figure 9: The predetermined viewpoints form a spatial 
partition around a node. Each region is a viewcell. The 
region filled in grey color is a part of an infinite outer 
viewcell. The red dots are the active predetermined 
viewpoints when the viewer moves into viewcell1. 

However, when the viewer moves from viewcell1 to 
viewcell3 as shown in Figure 9, the visual “popping” would 
occur due to the different LAB-Packs are rendered. To 
mitigate this artifact, we set up a transition region between 
the two viewcells. The gray region shown in Figure 10 is 
the transition region, whose distance to the node center 
ranges from dt to di+1. When the viewer is in the transition 
region, we blend the LAB-Packs selected from the two 
viewcells. The blending coefficients are calculated by 
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where wi is for that from viewcelli and wi+1 for that from 
viewcelli+1, d is the distance between the viewer and the 

node center, and dt (di<dt<di+1) is the radius of the sphere 
that defines the inner boundary of the transition region. 
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Figure 10: Transition region between viewcelli and 
viewcelli+1 

5.3. Transition between Node Levels 

An intermediate node corresponding to a tree cluster is 
chosen to replace its child nodes in the rendering queue 
when the viewer moves far away from the tree cluster. This 
replacement will cause some visual “popping”. Therefore, 
for each intermediate node, we also define some transition 
regions between the bounding sphere of all predetermined 
viewpoints of its child nodes and its sampling sphere. The 
blending coefficients can be calculated by a formula 
similar to (6).  

6. Implementation and Experimental Results 

We have implemented two independent systems for the 
preprocessor and the viewer. The preprocessor utilizes 
some components of the POV system to perform the ray 
tracing. The entire representation is computed and packed 
into two files, and made available to the interactive viewer. 
One file stores all texture packages while the other stores 
all geometric data and the forest hierarchy. Our current 
implementation of the viewer is based on OpenGL. All 
timings presented are on a PC with an Intel 2.4 GHz CPU, 
1GB main memory, and a GeForce4 MX graphic card with 
64MB texture memory.  

Since all trees are planted on the ground, we select 13 
sampling viewpoints uniformly scattered on the half part of 
the sampling sphere above the ground. These sampling 
viewpoints specify 13 aspect directions. In the sampling, 
every tree is sliced into 6 layers. The resolution of depth 
image for each layer is 256×256. Each pixel has a RGBA 
value and a depth value. We subdivide all depth images 
into base blocks with the identical resolution as 32×32. The 
LODs of LDI-Pack have 4 detail levels. Their resolution 
and layer number are listed in Table 1. 

Level 0 1 2 3 

Resolution 256×256 128×128 64×64 32×32 
Layer num. 6 4 2 1 

Table 1: The resolution and the layer number of 
LDI-Pack in the LODs of LDI-Pack 



 

 

The resolution of each image in a texture package is 
1024×1024. The total textures of a tree are packed into 
about 6~7 images on the average. Table 2 shows the 
storage costs of texture. The forth column shows the 
texture storage after using the compression method 
presented in [KE02]. The last column shows the results of 
our compression method. We set the occlusion factor s = 3 
and δc = 10 in formula (2). 

Tree 
 

Num. of 
polygons 

of original 
model 

Original 
texture 
(MB) 

Adaptive 
texture 
(MB) 

Our 
method  
(MB) 

#0 60059 26 7.0 6.0 
#1 19076 26 7.66 6.0 
#2 430836 26 9.0 6.33 

Table 2: Texture storage of a tree 

    
#0    #1   #2 

Ray tracing results using original models 

   
#0    #1   #2 

Our rendering results 

Figure 10: The comparison of rendering quality. The 
images in the first row are the ray tracing results of three 
original models, and the images in the second row are our 
rendering results. 

In accordance with LODs of LDI-Packs, we have 4 
levels of LAB-Packs for an aspect. We calculate the 
tolerance by the formula (4) with ηd=6 and s=4 (see section 
4.5).  

To construct a polygonal forest model, we first choose 
some distinct trees as the prototype objects, and then create 
a large number of instances of these prototype objects and 
scattered them randomly on the ground. It is obvious that 
our representations for a prototype object and its instances 
are same. Therefore, the whole preprocessing consists of 
two steps. One is to process all leaf nodes, equivalent to 
process all prototype objects. Table 3 shows the time for 
processing prototype objects. The other is to build forest 
hierarchy and process all intermediate nodes. It is rather 
fast comparing with processing leaf nodes. For example, it 
takes 3 minutes to process 1000 trees, and 10 minutes to 
process 160,000 trees. Through this two-step method, we 
can handle arbitrary forest in minutes as long as all 

engaged prototype objects are processed in advance.     

   Prototype object #0 #1  #2 
Polygon count 60059 19076 430836 

Processing time (min) 35   21 190  

Table 3: Processing time of prototype object 

0.1

1

10

100

1000

10000

1 10 100 1000 10000 100000

The number of trees

St
or

ag
e(

M
B

)

0
20
40
60
80
100
120
140

Storage(MB)

Average rendering time(ms)

 
Figure 11: The storage cost and rendering performance. 
Note both the number of trees and storage is plotted on a 
log scale.     

In all experiments performed on our interactive viewer 
system, we set the user-specified tolerance for selecting 
nodes to build the rendering queue equal to 1, and the 
field-of-view equal to 60 degree. For a single tree, the 
number of all rendered depth mosaics is about 2000~3400 
on the average. It usually takes 2~3ms to display a single 
tree. Figure 10 shows the rendering quality comparison 
between our rendering method and the ray tracing method 
used by the POV system. Our rendering results can exhibit 
many details with high fidelity although they look a little 
blurred due to our blending scheme.  

Figure 11 illustrates the relationship between the storage 
(or the average rendering time) and the forest scale. In this 
experiment, we use only one prototype object to constitute 
the forest. It is apparent that the complexity of storage is 
O(N) (N is the number of trees), and the complexity of 
average rendering time is close to O(log(N)) when 
N<10000, by noting the axis of either the number of trees 
or the storage is in a logarithm scale, and that of rendering 
time is in a linear scale. When N is 16000, the average 
rendering time is higher than that we expected. The main 
reason is that some memory paging operations are 
performed by operation system because here the storage is 
1.7GB and is far beyond the host memory (1GB).  

Figure 12 shows the plot of frame times for walking 
through a forest that consists of 16000 trees using 9 distinct 
prototype objects. Figure 13~14 shows the two views 
observed in the upper air and near the ground respectively. 
Benefiting from the elaborate transition between viewcells 
and node levels, our viewer system can generate image 
sequence free of any noticeable visual popping during 



 

 

flyover or walkthrough. 
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Figure 12: Frame times for rendering 16000 trees with 9 
different prototypes.  

 
Figure 13: A view observed in the upper air. 

 
Figure 14: A view observed near the ground. 

7. Conclusion and Future Work 

We have introduced a new representation Hierarchical 
Layered Assembled Billboard Packs for fast display of 
forest. It combines the advantages of LOD, IBR, PBR and 
X-Billboard, providing a good trade-off among image 
quality, rendering performance and storage cost. We have 
presented an efficient method to construct this 
representation by utilizing a multiresolution image-based 

intermediate representation. Moreover, all textures are 
compressed by a new occlusion-inclusive adaptive texture 
compression method. By taking account of the transitions 
between viewcells and between detail levels, we have 
achieved fast display of large-scale forest free of visual 
popping. Our experiments show the average rendering 
complexity is close to O(Log(N)).   

Our work is just an early step in the development of 
techniques for visualizing large-scale forest in real-time. 
There are still many places to be further improved or 
investigated in the future. (1) In current representation, 
texture coordinates occupy lots of storage and have 
significant redundancy. (2) We have only realized the static 
shading within a tree, and no shadow between trees is 
considered.  (3) In processing intermediate nodes, we 
have only taken account of occlusion within a tree, not for 
that between trees yet, (4) Inspired by paper [SLS*96], we 
are planning to exploit the temporal coherence to generate 
and cache depth mosaics in rendering stage by parallel 
computing. 
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