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Abstract    A new compact level-of-detail representation, called hierarchical surface fragments, for 
geometric objects with highly complex shape is presented. The representation comprises a set of irregular 
unstructured sampled surface fragments, whose boundary is a circle viewed along its normal. An efficient 
algorithm to construct the representation is described. In depiction of the framework for visualization, a 
screen tile technique for acceleration of rendering is proposed. Since an approximate z-buffer algorithm is 
adopted to fast determine visibility of each rendering primitive, a new buffer, z-delta-buffer, is designated to 
facilitate solving the problems raised by the approximation and to improve the image fidelity. Finally, a 
solution is provided to integrate our rendering approach for hierarchical surface fragments with traditional 
polygon-based methods 

. 
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3D scanning is capable of producing highly 

detailed and densely sampled geometric models. 
However, those models usually consist of huge 
number of polygons. It motivates researchers to 
study new representations and algorithms to 
store and process them. The visualization at 
interactive frame rate is one of the most 
imperative demands. Unfortunately, it still 
seems impossible to realize by using traditional 
rendering approach with the current available 
graphics hardware.  

Several techniques have been developed to 
meet the challenge during last decade.  

The level of detail (LOD) is a popular 
means to speed up rendering complex geometry. 
Most LOD related algorithms are based on the 
polygonal representation, providing various 
versions of mesh with different levels of detail. 
The focus of LOD research is how to achieve a 
smooth visual transition between two adjacent 
levels of detail while preserving the global 
appearance of the object by the least amount of 
polygons. Recently more efforts have been 
made to dynamic LOD methods where the 
 

representations are tuned to the viewing 
parameters carefully and the coherence of the 
viewing parameters is exploited to enable 
incremental modifications to the geometry. The 
progressive mesh[1] comprises a base mesh plus 
an ordered list of the simplification operations 
performed on the original mesh. In Ref. [2], the 
progressive mesh is reorganized into a vertex 
hierarchical tree that captures the dependency 
of each simplification operation on certain 
previous operations. The tree allows selective 
refinement of the geometry based on various 
metrics. A particular level of detail is extracted 
from the tree dynamically and incrementally.  

Image-based rendering (IBR) is another 
class of rendering technique. The basic idea is 
to employ a set of pre-computed images as 
rendering primitives to achieve highly realistic 
visual effects and to accelerate the rendering 
procedure. A synthesized image can be 
regarded as a collection of visible fragments on 
surfaces in the scene at pixel resolution. 
However, IBR usually demands several images 
to generate a novel image at a new viewpoint 
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because a single pre-computed image can not 
provide the entire visible fragments expected in 
the novel image. Due to the redundancy in pre-
sampled images, IBR approach requires huge 
storage for rendering in walkthrough 
applications[3-4]. Moreover, it is difficult to add 
some dynamic lighting effects by IBR since it 
lacks the information of material properties and 
depth of visible points. 

Recently Rusinkewics[5] proposed a 
completely new concept of point-based 
rendering. They developed a multi-resolution 
point rendering system called “Qsplat”, for 
displaying highly detailed objects, which 
contain 100 million to 1 billion samples. A 
Model is represented by a hierarchical tree of 
bounding spheres for vertices. Many efforts 
were paid to increase the system performances 
for compact data storage and interactive frame 
rate. However, the image quality degrades 
obviously when the number of sample points is 
below 100 thousands.  

In Ref. [6], Pfister presented the concept of 
“surfel” that is point-like rendering primitive 
with depth, color, texture, etc. They resample 
geometric models using layered depth cube 
sampling technique and sort the sampling 
results into an octree to build a level of detail 
structure. They exploit forward warping and 
visibility splatting method to render each 
“surfel”. 

Zwicker[7] proposed an algorithm called 
“surface splatting”, which is actually a texture 
re-sampling technique for irregular point 
samples. The texture or color of a pixel on the 
screen is considered as a weighted average of 
the texture of color of several surface samples, 
whose projected area onto the screen covers the 
pixel. Additionally, there are several previous 
works related to point-based rendering[8-9]. 

The main contributions of this paper is as 
follows  

(i) A new representation with dynamic level of 
detail called hierarchical surface fragments, 

where each primitive is a fragmental sample 
on surface of the geometry. 

(ii) A framework for constructing and rendering 
hierarchical surface fragments where screen 
space metric is adopted to preserve the 
appearance to provide smooth visual 
transition between two different levels of 
detail. 

(iii) A screen tile technique to accelerate 
rendering of each surface fragment. 

(iv) A z-delta buffer designated to mitigate color 
saltation in the region overlapped by several 
surface fragments in screen space. 

1  Representation 

Each primitive in our representation is a 
fragment of surface sampled on geometric 
objects. It is natural to merge several small 
surface fragments to a larger one as to construct 
a hierarchical representation. However, since it 
is a general conceptual representation for any 
surface, we have to choose a tangible definition 
for surface fragment. The principle for choice is 
it should use fewer independent variables from 
which the shape can be reconstructed accurately 
and quickly during visualization stage.  Besides, 
it should be able to depict the result of 
fragments mergence that corresponds to the 
coarser level of detail in the entire 
representation. 

In this paper, we assume the boundary of 
each surface fragment is a circle, viewed along 
the normal at the center. Therefore, a surface 
fragment can be specified by a center point, a 
normal vector and a radius definitely. In 
addition, the material index or color as well as 
other attributes can be attached in different 
applications. Each radius is tuned carefully to 
assure that all surface fragments in the same 
level of representation will cover the entire 
surface of the geometric model completely 
although they will overlapped at their 
boundaries. By taking this definition of surface 
fragment, we called our representation as 
hierarchical surface fragments (HSF) where 
several smaller adjacent surface fragments are 
merged to form a larger one in the coarser level. 



We refer surface fragments as this definition in 
the remaining parts of this paper. Our definition 
is more general than “surfel”[6] that is based on 
regular grid sampling.  

Such simplified representation is fair 
considering each surface fragment is sampled 
so densely that its projection in screen space is 
quite small, limited in a few pixels. Under this 
condition, the exact shape of fragment is not 
important. Therefore, this representation is 
essentially suitable for highly detailed model 
because dense sampling is imperative and it is 
able to faithfully preserve the appearance with 
less storage. 

The data structure for a surface fragment in 
c++ language is as follows: 

Class Surface_fragment { 
  float[3] center; 
 float[3] normal; 
 float  radius; 

Surface_fragment * children; 
 … // Other attributes can be added here. 
}.  
The field of children in Surface_fragment 

is a pointer to a list of child fragments that are 
merged to form this one. 

2  Construction of hierarchical surface 
fragments 

We take two steps to build an HSF. The 
first step is to establish the data structure of 
each surface fragment, called sampling process. 
In second step, we exploit a greedy algorithm to 
merge neighboring surface fragments at an 
increasing scale to form coarser detailed surface 
fragments repeatedly, called merging process. 
The result is organized as a B+ tree. 

In general, we assume the geometric object 
is represented as a polygon mesh. In sampling 
process, we just choose each vertex in the 
polygon mesh as the center of each surface 
fragment and the normal per vertex as the 
surface fragment’s normal. The radius of a 
surface fragment is estimated to be slightly 

larger than the half of the longest distance 
between the center, namely a vertex, and its 
neighboring vertices. If a polygon is larger than 
the threshold, a recursive subdivision will be 
performed. This naive sampling scheme is 
appropriate for dense polygon meshes where 
the distribution of vertices over the surface is 
almost uniform. A more elaborated sampling 
scheme to achieve uniform distribution of 
vertices stated in Ref. [10] can be exploited 
here. However, in practice, our straightforward 
method can provide a satisfying result when 
handling model from 3D scanner. 

The result of sampling process is taken as 
the finest level. Different from the “Qsplat”[5] 
system, our approach constructs the hierarchy 
from bottom to top by repeated merging in 
multiple passes.  

To clarify the spatial relationship between 
the sampled surface fragments, we firstly sort 
them into an octree. Apparently, the root node 
of the octree is the enclosing box of the whole 
set. We limit the minimum size of leaf node to 
be twice of the maximum radius of all surface 
fragments. Since the number of fragments 
usually is extremely large, we exploit a hybrid 
representation scheme[11] to store the octree.  

Our algorithm for merging process works 
as follows.  

(1) Let sfset be a surface fragment set and 
sort all fragments into an octree.  

(2) A surface fragment sf in sfset is selected, 
and the leaf node in octree containing sf is 
identified, the fragments within its 
neighbor are collected.  

(3) Use two metrics to determine which 
collected fragments should be merged to 
form a new fragment. Firstly, the eligible 
one must locate in the sphere at the center 
of sf with the radius equal to double 
length of the average radius of all 
fragments in sfset.  Secondly, the normal 
of any qualified fragments should only 
deviate from that of sf by a threshold. All 



qualified fragments and sf are kept in a 
list qsflist. 

(4) Then create a new surface fragment 
new_sf where 
new_sf.children = qsflist, 
new_sf.center = sf.center,  
new_sf.normal = average normal of all 
fragments in qsflist,  
new_sf.radius = Max{ || qsf.center – 
sf.center|| | qsf∈qsflist, qsf≠sf } + 
Max{ qsf.radius | qsf ∈qsflist, qsf ≠sf }. 

(5) All surface fragments in qsflist are deleted 
from sfset.  

(6) If sfset is not empty, select another 
surface fragment from sfset and the above 
procedure is repeated again. 

(7) When sfset is empty, compare the number 
of newly created fragments against the 
previous one. If the difference is less than 
a threshold, the entire merging process is 
terminated. Otherwise, collect these 
newly created fragments to form sfset, 
sort them into the octree, and repeat the 
above procedure. 

It should be mentioned that when collecting 
surface fragments to qsflist corresponding to sf 
from octree leaf nodes, some eligible surface 
fragments might have been attached to another 
new_sf in the same pass. To avoid such 
redundancy, we set a flag at each surface 
fragment to guarantee that no one would be 
attached more than once.  

To facilitate backward surface culling in 
rendering, we can extend the class of 
Surface_fragment by adding a field of normal 
cone radius. When determining the attributes of 
new_sf, the radius of normal cone is taken into 
account as well.  

If color attribute is added in the class of 
Surface_fragment, the color of new_sf can be 
set as the weighted average of the color of 

surface fragments in qsflist where the area acts 
as the weight. 

Again, we only use a simply greedy 
algorithm here. However, considering of a 
model with millions of polygons, the efficiency 
in both time and space for merging process is 
very important. Our merging algorithm only 
uses a set of unstructured surface fragments as 
input, not using any topological information of 
original mesh although it could provide more 
accurate guide for selecting neighboring surface 
fragments. It benefits us to store the entire 
representation in a more compact way, as only 
storing surface fragments in the finest level, and 
perform the merging process on the fly since 
our algorithm is rather efficient in time.  

More elaborated algorithm can be further 
explored as to improve the fidelity of lower 
level of detail. For example, a global 
optimization could be engaged here to 
guarantee the disparity of global appearance is 
minimum between merged result and original 
one[12]. However, in our experiment, our simple 
merging algorithm can achieve quite good 
results since the scanned mesh is rather uniform 
and our rendering algorithm tends to find most 
appropriate level of detail according to screen 
space metric. 

3  Rendering surface fragments 

The nature of rendering surface is to 
reconstruct surface in the screen space by pixels. 
Although each surface fragment only store the 
geometric information as center position, 
normal vector and radius, namely the local 
shape within the fragment is simplified as 
planar disk, it is still feasible to reconstruct 
surface well in screen space if the fragments are 
smaller enough. Actually, in the mesh 
representation, the local shape of a fragmental 
surface is also approximated by a planar 
polygon. The only difference between our 
representation and polygon mesh is that all 
polygons in a mesh are stitched well without 
any overlaps, which brings about the 



fundamental difference of surface fragments 
rendering from the traditional one.  

In general, it is easy to understand that the 
quality of synthesized image may degenerate if 
it is under-sampled. Hence, we have to densely 
sample the surface so as to achieve faithful 
reconstructed result in screen space. Fortunately, 
since our target model is always highly detailed, 
high sample rate is guaranteed. That is the 
reason our method is especially advantageous 
to very complex geometry comparing to 
polygon-based approaches.  

In section 3, we will interpret how our 
rendering engine deals with a set of irregular 
unstructured surface fragments. In section 4, we 
will present an algorithm to render hierarchical 
surface fragments according to a screen space 
metric. 

3.1  Screen tile 

The first task for rendering is to rasterize 
the projection of a surface fragment in the 
screen space. Because the surface fragment’s 
boundary is a circle when viewed along its 
normal direction, it is easy to be proved that its 
projection approximates an ellipse. If the 
fragment is small, such approximation is quite 
accurate under a fixed resolution. However, the 
accurate rasterization of an ellipse is time-
consuming by usual means. Nevertheless, since 
the projection area is small and the screen has a 
fixed resolution, we can use a serial of pre-
rasterized tiles to accelerate the process. That is 
so-called screen tile technique. 

Let us take a close look at the ellipse 
projected by a surface fragment. The direction 
of minor axis of the ellipse is defined by the 
projection nprj of unit normal vector n of the 
surface fragment, and the ratio of minor to 
major axes is equal to n·v, where v is the unit 
vector pointing towards the viewpoint from the 
center of the surface fragment. The length of 
major radius of the ellipse is equal to the radius 
of the surface fragment. Thus, a projected 

ellipse can be specified definitely by a triple 
(nprj, radius, n·v). 

 

 

 

 

 

 

 

 

We quantize the orientations of an ellipse 
into 90 discrete directions according to the 
angle between its major axis and the x-axis of 
the screen. The length of major axis and minor 
axis are quantized into 7 grades. Then we build 
a look-up table for rasterization of ellipses with 
the triple (nprj, radius, n·v) as the index 
parameters. The element in the look-up table is 
a screen tile. That is, we can map each surface 
fragment to a screen tile according to the 
viewpoint at rendering stage. Then by 
displacing the position of the screen tile 
according to the center of the surface fragment, 
we can obtain the rasterized projection at high 
rate. 

3.2  Visibility computation 

To determine the visibility of a surface 
fragment, we first perform the view frustum 
clipping and then backward normal culling. If 
the surface fragment is provided with normal 
cone information and the normal cone culling 
option would be enabled, a backward normal 
cone culling is performed instead of back 
normal culling. Moreover, our algorithm also 
provides optional test for z-pyramid culling[13]. 
This optional test is necessitated in the situation 
that the surface fragments have high depth 
complexity. If the optional test is enabled, a z-
pyramid should be maintained for hierarchical 

p

q 

z-buffer 

Fig. 1. An illustration that the overlapped
part of two surface fragments is
inaccurately represented in z-buffer by
the approximate visibility computation. 



z-buffer testing and the surface fragments will 
be sorted in the ascendant order on the distance 
between the center and the viewpoint. 

After perform several occlusion-culling 
algorithms, we use z-buffer to compute the 
visibility. However, we do not calculate precise 
z value into the z-buffer since it is expensive 
computation and it provides minimum benefit 
since usually the projection of a surface 
fragment only occupies a few pixels in screen. 
Instead, we just compute the z value at the 
center of the fragment, and fill all the pixels 
within its elliptical screen tile with the same z 
value.   

However, this approximate visibility 
computation may incur some error as illustrated 
by Fig. 1. The spatial relationship between 
surface fragment p and q is not accurately 
presented in the z-buffer.  

In fact, as shown in Fig. 1, the two adjacent 
surface fragments p and q intersect in the object 
space, resulting in an overlap of their 
projections in screen space. If this situation can 
not be identified, the overlapped projection 
would be filled with the color of either p or q, 
causing visual aliasing as color saltation.  

A practical approach to detecting the 
intersection of p and q is to check if the depth 
ranges of these two surface fragment overlap. If 
they do, we can fill the pixels within the 
overlapped projection with a blend color of p 
and q. To implement this approach, we devise a 
new buffer, called delta-z-buffer. Each pixel s 
in the buffer stores a value defined as follows,   

delta-z(s)=max( T(p-v·r).z -T(p).z ,  
T(p+v·r).z -T(p).z ), 

where T is a transform function which 
transforms a vector from object space to screen 
space, p is the center of the corresponding 
surface fragment sf whose projection on the 
screen cover the pixel s and v is the unit vector 
pointing from p to the viewpoint, and r is the 
radius of the surface fragment. According to the 
above definition, delta-z value at any pixel s in 
the delta-z-buffer is slightly greater than the 

half of the depth range of the corresponding 
sampled surface area in the image space. Fig. 2 
illustrates the meaning of the formula to 
calculate delta-z. 

Let zp denote z of T(p), then the depth 
range of the surface fragment sf in z-buffer can 
be conservatively estimated as [zp - delta-z(s), 
zp + delta-z(s)]. Note that, to avoid any holes 
that may appear, each surface fragment must be 
sufficient large to join with its adjacent sample 
area, resulting in overlaps of their depth ranges 
in z-buffer.  On the other hand, if the z value of 
any surface fragment projected on pixel s is 
within the depth range recorded at the same 
location in the delta-z-buffer, then an overlap of 
the current surface fragment with the previous 
surface fragment can be recognized and pixels 
are filled with a blend color of both surface 
fragments. It should be mentioned that two 
adjacent surface fragments near a silhouette line 
but lying on opposite sides may also have their 
depth ranges overlapped in the image space. 
Nevertheless, this exceptional case can be 
eliminated by performing a backward normal 
culling before visibility computation.  

3.3  Shading and blending 

We use the normal vector and material 
properties to calculate the color of each surface 
fragment. We assume that all pixels within the 
projection of a surface fragment have the same 
shading effects as its center. 
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Fig. 2. The paradigm of the definition
of delta-z value of a pixel that is
covered by a surface fragment p. 
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With the help of a delta-z-buffer, we can 
easily determine whether a pixel should be 
updated with a new color and a new z value, or 
be blended with the new color, or keep its 
original color. To accurately perform color 
blending, we take the color buffer as an 
accumulator. That is, when a color is to be 
blended with the previous color in a pixel, we 
simply add the color to the corresponding entry 
in the color buffer while increasing a counter 
associated pixel. Having processed all surface 
fragments, we go through every element in the 
color buffer and calculate the average color by 
dividing the accumulated color by the counter’s 
value if it is greater than one. If the counter is 
zero, the pixel may lie either within background 
or inside a hole. 

3.4  Postprocess  

In some cases, our rendering approach 
above may leave holes between two expected 
overlapped surface fragments at some 
viewpoint. The reason is that the construction 
for surface fragments can not guarantee the two 
neighboring surface fragment must intersect 
each other in the object space. Fig. 3 shows an 
example. 

In Fig. 3, two neighboring surface 
fragments are overlapped in the front view, but 
they are separated in the right view. To avoid 
this case, we have to add some checks in the 
object space when constructing the 
representation. Obviously, such checks cost a 
lot of time if the number of surface fragments is 
extremely large. Instead, we use a rather simple 
scheme to solve the problem in the screen space. 

To detect holes inside the projection of an 
object, we exploit a flag buffer whose 
resolution is half of that of the color buffer.  
Initially, each element of the flag buffer is 
cleared to zero. During the projection, we set 
flag of the pixel (x/2, y/2) in the flag buffer to 
one if the pixel (x, y) in color buffer has been 
filled. During the postprocess, we traverse the 
entire color buffer and check the flag buffer at 
the same time. If the counter of pixel (x, y) in 
color buffer takes a value zero and the flag at 
pixel (x/2, y/2) in the flag buffer has been set to 
one, the pixel (x, y) can be confirmed within a 
hole. We then collect its neighboring pixels 
whose counters have nonzero value and take the 
average color of the collected pixels to fill the 
pixel.  

The reason of adopting a flag buffer at half 
resolution is that the projection of a surface 
fragment will be expanded at the flag buffer 
and all holes that exist in the color buffer will 
disappear. In theory, the approach cannot 
remove all holes. However, the hole region is 
rather tiny if the sampling rate is dense enough, 
which is usually satisfied when dealing with 
those highly detailed geometries.  

Another problem in the resultant image is 
the alias along the silhouette line. To relief the 
alias effect, we perform a postprocess called 
edge smoothing. A pixel on the silhouette line 
can be detected if its z value differs 
significantly from that of its neighboring pixels. 
The color of this pixel is then set to the average 
color of its neighbors.  

4  Rendering hierarchical surface fragments 

The most important issue in rendering any 
model with LOD is to find a metric by which 
the system can automatically select a proper 
level of detail to render.  

The metric in the screen space plays an 
important role in many scenarios as to provide 
smooth visual transition between different 
levels of detail. In this paper, we adopt the 

Fig. 3. An example that two surface
fragments might be overlapped in
some view while separate in
another. 



projection area of each surface fragment on the 
screen as our visual equivalent metric. 

The area of projection of a surface fragment 
on the screen can be estimated as follows,  
Areaproj ≤ π ( znear· radius · max( vw, vh ) / z  )2, 
where vw and vh are the horizontal and vertical 
resolution of the screen, znear is the distance 
between the viewpoint and view plane, and z is 
the depth value.  

If Areaproj of a surface fragment is less than 
one, its projection will be within a pixel in 
screen space.  

Based on this fact, it is easy to design a 
rendering algorithm for hierarchical surface 
fragments. The basic idea is to select surface 
fragments from the hierarchy as coarse as 
possible under the condition that their Areaproj 
are all less than one. A pseudo program is listed 
below.  

Prepare rendering engine 
Push the surface fragments at the coarsest 

level into stack 
While( stack is not empty ){ 
 Pop a surface fragments from stack 
 If( it is visible ){ 
              If( Areaproj < 1.0 or it has no child ) 
              Send it to rendering engine 
          Else    

             Push its children into stack 
} 

} 
Flush rendering engine 

 
Since Areaproj is an over estimation, the 

condition of Areaproj < 1.0 means that the 
projections of its children would be bounded in 
a region smaller than a pixel in the screen space. 
If sent to the rendering engine, their 
contribution will be averaged into one pixel. 
Since a surface fragment at coarser level is 
actually the average of their children in every 
aspect, it would accelerate the rendering 
process by using the eligible surface fragments 
at the utmost level instead of computing all its 
children one by one. 

5  Integrating with polygon-based rendering 

Apparently, our approach is not efficient to 
render simple model that only contains a few 
polygons since we have to sample them densely 
to obtain a large number of surface fragments. 
Moreover, a virtual scene usually consists of 
simple models and complex models 
simultaneously. It requires us to provide a 
solution to integrate the surface fragment 
rendering with the polygon-based rendering. 

Since no hardware currently supports the z-
delta-buffer presented here, our rendering 
engine is implemented mostly on software basis. 
Because we maintain the color buffer, z-buffer, 
we can send each pixel, whose counter’s value 
is nonzero, into the polygon-based rendering 
pipeline after completing the surface fragment 
rendering. Since the pixels are with correct z-
value, it will take part in depth test of polygon-
based rendering where the z-buffer has been 
updated by some polygons. 

6  Implementations and results 

The proposed approach has been 
implemented on a PC with 733 MHz Intel 
Pentium III processor and 512 MB memory. 
The rendering engine runs mostly with software 
except at the final stage where the OpenGL 
function is employed to transfer the pixels from 
our color buffer and z-buffer into the hardware 
ones. During the rendering, we made use of a 
color buffer, a z-buffer, a delta-z-buffer, a flag-
buffer and a z-pyramid. Since the rasterization 
is performed by software on screen tile basis, 
the performance of our rendering engine is 
mostly affected by the view port resolution. 

Fig. 4(a) illustrates the effects by adopting 
square tile to represent the projection of a 
surface fragment. Fig. 4(b) is generated by 
using elliptical screen tiles presented in section 
3.1. Both of them rendered the model at the 
finest level with the delta-z-buffer and the 
postprocess of hole filling was performed. 
Apparently, Fig. 4(b) looks finer than the Fig. 
4(a).  



Fig. 4(c) is generated with the same settings 
as Fig. 4(b) but without using delta-z-buffer. 
The resultant image looks more shining than 
Fig. 4(b), but more color saltations appear.  

Table 1 shows the time cost for building 
hierarchical surface fragments (including 
sampling and merging steps) and rendering. 
The image resolution is 512x512.  

Table 1. Performance report 
 Vertex 

Num. 
Face 
Num. 

Build 
(sec.) 

Render 
(sec.) 

Dragon 
Fig.5. 

437969 871414 22 0.749

Buddha 
Fig.6. 

543652 
 

1087716  30 
 

0.742 

 

Fig. 7 displays a scene that contains                                                                                                    
totally 30 bunnies. Each bunny consists of 
69473 faces. During the walkthrough, the frame 
rates is 0.67fps ~ 0.846fps at 512x512 
resolution. The image shown in Fig. 7 is 
generated in 961ms. 

Fig. 8(a) and (b) demonstrate the efficiency 
when employing a z-pyramid in rendering with 
high depth complexity. The scene comprises 40 
Buddhas, totally about 40 million triangles. In 
Fig. 8(a), the scene has high depth complexity, 
rendered in 1.06 seconds. Less visibility 
occlusion is shown in Fig. 8(b), and it takes 
1.54 second to complete rendering, 50% longer 
than Fig. 8(a). 

Fig. 9(a) and (b) show two different views 
captured during the walkthrough in a scene with 
about 52.2 million triangles. They are also the 
example of our approach integrated with 
polygon-based rendering. The ground and the 
trunks of tree are rendered in polygon mode, 
while others are sampled as surface fragments 
and rendered by our approach. The average 
performance during the walkthrough is 0.2fps 
with 512x512 resolution. 

7  Conclusions 

We have presented a new representation for 
highly detailed object and a framework for 
constructing and visualizing such representation. 
The efficiency of rendering those highly 
complex objects by our surface fragment based 
approach has been demonstrated. We propose a 
screen tile technique to accelerate the 
rasterization of surface fragment and designate 
a z-delta-buffer to carefully handle the 
overlapped parts between surface fragments. 
We give a visual equivalence metric to facilitate 
rendering hierarchical surface fragments 
faithfully and efficiently. Finally, we show our 
rendering approach is easy to be integrated with 
polygon-based rendering pipeline.  

In our experiments, we found the image 
quality degraded obviously, when the 
projections of the most of surface fragments 
cover more than 10×10 pixels respectively 
because our approximate representation for 
surface fragments has not been able to faithfully 
depict the local shape of surface. It usually 
occurred when viewpoint is very close to the 
surface. To avoid it, one simple approach is to 
determine the sampling rate according to znear, 
the distance between the view plane and 
viewpoint, assuring the projected area of any 
surface fragment in the view frustum is smaller 
than a threshold. Nevertheless, we think the 
better way is to present a unified representation 
for polygon-based representation and 
hierarchical surface fragments representation, 
taking advantage of both. Based on such 
representation, we can render a surface by 
polygonal primitives when the viewpoint is 
rather closer to a surface. Similar to the LOD 
problem, the focus here is how to smoothly 
transit between polygonal primitives and 
surface fragments while the viewpoint is 
moving towards or backwards a surface. That 
will be our research direction in the next phase.  
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Fig.7. The scene consists of 30 bunnies. 

Fig. 8(a). Highly depth 
occlusion, 1.06 sec 

Fig. 8(b). Less depth occlusion, 
1.54sec

Fig. 9(b). A local view of the scene.Fig. 9(a). A bird’s-eye view of the scene. 

Fig. 4(b) 
Elliptical 
screen tile with 
delta-z-buffer 

Fig. 4(c) 
Elliptical screen 
tile without 
delta-z-buffer 

Fig. 4(a) 
Square screen 
tile with delta-
z-buffer. 

Fig. 4.  Comparison between different surface
fragment rendering methods 

Fig. 6. Buddha 

Fig. 5. Dragon  

Fig. 8. The z-pyramid 
in rendering shows 
effects in the scene 
with high depth 
occlusion. 

Fig. 9. two views of  the scene consisting of above 52.2 million triangles 


